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• Systems & Architectures for next-gen AI
• Distributed: Heterogeneous, Cloud, Edge

Cognition

Communications & Connectivity

• Analog & Mixed Signal Systems
• Sensor Fusion, Processing, and Interpretation

Intelligent Sensing to Action

•Distributed = Heterogeneous, Edge, Cloud 
•Secure, Scalable, High Performance, Energy Efficient Compute 
•Accelerators & Accelerator Fabric

Systems & Architectures for Distributed Compute

• Full-stack optimization of Intelligent Memory systems
• Emerging memory devices & arrays, including enhanced functionalities 

Intelligent Memory & Storage

• Interconnect Fabrics including Photonics
• Architectures and Applications for Advanced Packaging

Advanced Monolithic and Heterogenous Integration

• Novel Materials, Devices, & Interconnect technologies
High-performance energy efficient devices for Digital & Analog Applications



To achieve necessary efficiencies for emergent 
workloads in defense, healthcare, consumer and 
several other domains, future distributed systems 
will need 

• Exponential performance improvements, energy 
efficiency and resilience

• Confidentiality,  authenticity, and integrity of data  
(Secure Computing)

• Connectivity at any time and place

• “Infinitely” scalable, heterogeneous tiers across entirety 
of the distributed computing infrastructure 2

Center Motivation
Distributed = Heterogeneous, Edge to Cloud

Application Edge
Billions of devices

Network Edge
10s-100s of millions

~8,000 *

* USITC Executive Briefings, May 2021 “Data Centers 
Around the World: A Quick Look“



Center Scope and Needs
• System Architecture 

• Composable systems with field-
replaceable components

• Non von Neumann, in-memory, data & 
event-driven

• Secure computing (privacy, authenticity, 
integrity)

• Resilient, connected (any time, any 
place
• Seamless inclusion and support of billions 

of edge devices

• Systems for AI

• Intelligent (AI & ML based) distributed 
system management

• Software: Agile toolchain covering 
system and technology innovationsM
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Each Tier:  “Infinitely” Scalable, Heterogeneous



• Full-stack, application-driven integration & cross-disciplinary codesign
• Incorporating advances in materials, devices, architectures, and software
• Addressing the computing needs of emerging applications via codesign
• Addressing development toolchain and System/Application management

• Systems comprising both traditional and novel architectures and devices, dynamically evolving 
over time 

• Accelerators for AI/ML and other emerging workloads, novel memory devices, in-memory compute 
devices, GPUs, CPUs, FPGAs

• Non von Neumann architectures, data-driven/event-driven computing models, multi-tier system 
architecture

• Minimize hardware and software footprint that needs to be verified to guarantee security

Research Considerations
Emergent Heterogenous Systems for Emergent Applications



Anticipated Outcomes
• Scalable, energy-efficient distributed systems, delivering optimum levels of 

heterogeneity for general purpose compute workloads
• Composable systems with field-replaceable components, e.g., GPUs, CPUs, FPGAs, accelerators, in-

memory computing devices

• Infinitely scalable architectures to achieve orders-of-magnitude improved, workload adaptive, system 
performance across a broad range of workloads and compute scale

• Emergent heterogeneous systems comprising both traditional and novel architectures and devices, 
dynamically evolving over time

• Quantification of projected end-to-end benefits, efficiency, and scalability for target 
workloads

• Leveraging of key innovations, collaborations, and results from Communication, 
Compute, and Memory and Storage themes, to achieve overall distributed computing 
and edge intelligence goals



Key Research Needs in System Architecture
• > 𝟏𝟏𝟏𝟏𝟏𝟏𝐱𝐱 power reduction: size, weight, and power constrained edge computing 

• Desired attributes of the distributed systems:
• Multi-tiered: Differentiated architectures and implementations of tiers
• Adaptive: Predictable performance in the presence of connectivity interruptions and 

component failures 
• Dynamic: Dynamic allocation of virtualized hardware
• Weak memory consistency models, synchronization support, etc.  

• Compute node capabilities:
• On-chip high-bandwidth interconnects to replace buses. 
• Memory subsystem: Architectural manifestation of new memory devices and packaging (NVRAMs, 

HBMs)
• New consistency and coherence models for relaxation algorithms, possibly DNN training, etc. 



Key Research Needs in Secure Computing
• Minimal trusted hardware footprint – the  secure enclaves or Trusted Execution 

Environment (TEE) on chips
• Data exists in cleartext strictly in the confines of TEE  only

• Minimal software trust zone, i.e., hypervisors, OS and system software stack 
deemed untrusted 

• Security orchestration for systems comprised of heterogenous components in 
the system 

• System designs with non-trusted networks and system interconnects



Key Research Needs in Software (Toolchain)

• Design tools for rapid, lower cost design of new varieties of accelerators

• Reduce cost/complexity to integrate (system composability) new compute 
elements into systems

• System Simulation of accelerator ASICs and specialized devices

• Reduced effort, time, and cost for developing and testing support for specialized 
devices in: 

• System Software: OS, Hypervisor, Ultravisor, Firmware for the ASICs and specialized devices
• Run-time: Tool chain for the compilers, libraries, etc., 
• Application management: Development, deployment, & maintenance of applications that 

leverage the specialized devices



Key Research Needs in Distributed System 
Management and Systems for AI

• Distributed system modeling and characterization tools 

• Autonomous management methods exploiting AI/ML
• Effective execution for distributed learning and inference for system management
• Dynamic optimization of system resource utilization 
• Dynamic adaptation of applications to system resources available

• "Intelligence as a Service" delivery: 
• Functions at the edge leverage compute capacity of the cloud
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