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CPU Performance Driven by Transistor Scaling

40 years of Processor Performance
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ﬁ CPU Performance Driven by Transistor Scaling

40 years of Processor Performance
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Need to rearchitect systems, software, and algorithms for Domain Specific
Architectures (DSAS).
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DSAs have changed traditional design principles

e Significant increase in parallelism
e Reduced overhead

e Rewrite of existing algorithms and software to reap advantages
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e Optimized data flows to reduce storage requirements
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Deep Learning Accelerator

Domain-specific architectures (DSAs) optimize compute and data flow, with
Increased reliance on memory and data movement. ‘

Micron Confidential Inspired by Bill Dally’s “The Future of Computing: Domain-Specific Accelerators



Moving Data Dominates Total Cost of Ownership (TCO)

Energy numbers from Jouppi, et. al. “Ten Lessons From Three Generations Shaped Google’s TPUv4i” and Keckler et al. “GPUs and the Future of Parallel Computing”
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Wires don’t scale effectively.
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Memory and data channel dominate energy costs and don’t scale:
Future DSAs must compute in/near-memory and storage to improve TCO.
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DSA scaling through increased memory efficiency

Accelerator
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// : .
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S efficiency, but requires more thoughtful system designs Computational storage increases efficiency at
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p
Memory Cell, Access Device, Interconnects
(Device Applications)
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Integrated Circuits; New Compute,
Memory, and Storage Solutions

]

Discover new materials with novel mechanisms

Memory Cell Scaling

and physics for system-level enablement .ot oo
L\COENC-Y
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Device Physics with New State Variables , S50
(Predominantly Non-equilibrium) ) m9 B
A Neuromorphic Compute

* Low I (vattoamp) semiconductor materials ¢ Multi-Level Cell (MLC) with

* Wide band gap (2+ eV)

e Cycling stability (>1E8)

* Novel materials (e.g., 2D) for physical scaling
e QOperational at 100C

deterministic programmability
e Compatible with high performance CMOS

* Low T processing
* lLarge programming window
* Low variability (highly stable)

Unearth novel mechanisms and physics in new material vs. rehashing existing device concepts via the
periodic table. Completed in lockstep with first principles modeling driven by system-level benefits.




e Focus on instruction
parallelism and
throughput

e Deep memory systems
e Aim to fit data into LLC
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* Trade CPU area for
special-purpose
accelerators

e 2D design

e Rely on on-chip
networks to move
data

e DSLs focused on
efficient compute

e Tightly-couple logic
and memory

e DSLs centered around
data locality and
movement; must be
easy to program

e 3D design and
packaging

e Enable DSAs and
applications to drive
new materials and
physics




Building blocks in a memory-centric world

Goal: Explore architectures, frameworks, and operating systems for future memory and storage building blocks

Y

Extreme memory
bandwidth: >100TB/s

Limited deep, in-memory compute capability

Architecture-specific

analog building blocks

Storage
Controllers
Memory
Controllers
HBM
Accelerators
FPGAs

Pivotal challenges to address:

* Architectures/algorithms for 100x higher bandwidth
e Data-movement-first languages and frameworks

* Tools to make memory-centric programming easier

* Frameworks which determine the best memory-centric execution target

e Efficient handoff mechanisms for compute-heavy operations

micron configential CO-lOCated memory, storage, and accelerators
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A Call to Action

Identify grand challenges from edge to data center to develop memory and storage focused DSAs, from analog to digital

Enable quick-turn, top-down evaluation of architectures to devices and materials

Reimagine algorithms and abstractions for memory-centric architectures across applications

Develop frameworks, DSLs, OSes to make in-/near-memory/storage DSAs and heterogeneous systems more easily
programmable

Advance modeling and EDA for complex, 3D, heterogeneous systems through increased automation

Explore new physics and mechanisms, using first-principles modeling, for memory scaling and analog compute, driven by
architectures and applications
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